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Introduction

The objective of this paper is to show how organizations can maximize the return on their
investments in NCR Teradata warehouses by leveraging Hummingbird Business Intelligence
and Data Integration solutions. The data stored in data warehouses represents great competitive
advantage to the organizations that know how to leverage it for business intelligence. Business
intelligence and data integration solutions address this issue, encompassing critical solutions,
including data warehousing, data exchange, and query and reporting, to empower knowledge
workers for better informed business decisions.

Hummingbird offers solutions for optimized loading and replenishing of Teradata databases as well
as a fully integrated, scalable solution for web and PC-based query, reporting, and OLAP functionality.
Hummingbird Integration Suite™ and Hummingbird BI"™ deliver an end-to-end solution that
maximizes the value of the structured data stored in Teradata. Hummingbird’s solutions deliver
the right information, to the right people, at the right time — in a quick and easy way.

What is Hummingbird Genio™?

Hummingbird Genio® (the data integration component of Hummingbird Integration Suite)

is a powerful data exchange solution that spans the functional areas of data extraction, transformation,
and loading (Genio) and enterprise application integration (EAI). As a foundational component
of IT infrastructures, Hummingbird Genio provides accurate, consistent and timely information that
connects any data source to any target system throughout the enterprise. It provides an innovative
method for building and executing both simple and complex data transformations via a unique
graphical scripting environment. As an information broker, Hummingbird Genio represents a new
generation of data integration solution that transforms, enriches, and directs information across
the entire spectrum of decision support systems and corporate applications.

Hummingbird Genio provides IT professionals with unequaled control, flexibility and efficiency
through its unparalleled modular architecture, superior transformation capabilities, complete
change management, and data quality controls. The Hummingbird Genio architecture is neutral,
non-obtrusive and compatible with any organization’s infrastructure. The hub-and-spoke architecture
of Hummingbird Genio addresses simple and complex data exchange processes within a procedure-
driven graphical environment. Hummingbird Genio automates many data exchange tasks that
normally require tedious programming, allowing IT professionals to rapidly develop data
transformation routines for an immediate return on investment.

Like Teradata, the highly productive environment of Hummingbird Genio allows the data
management process to be effectively managed by a much smaller team of DBAs (Database
Administrators) than more traditional approaches.
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Hummingbird Genio is best suited for medium to large data warehouse projects and has a number
of features that make it particularly effective in a Teradata environment to take advantage
of Teradata’s Massively Parallel Processing (MPP) Architecture. These include:

1. Ability to offload transformations to the source DBMS and/or Teradata target.
2. Support for native Teradata high-performance bulk loaders.
3. Optimized functionality to support Teradata’s Active Data Warehouse strategy.

4. Hummingbird Genio is not a Cobol code-generator. Transformations developed in Hummingbird
Genio are translated to native SQL.

5. Text is accessed natively, not through ODBC. This results in vastly higher performance and flexibility.

6. Hummingbird Genio has excellent support for extracting data from non-relational legacy systems,
as well as from SAP R/3.

Hummingbird Genio provides support for the native bulk loaders (FastLoad, MultiLoad and TPump)
supplied by Teradata and can stream data directly into the loaders through memory to avoid
staging to disk. Bulk loaders handle the significant increase in data storage requirements of the
past few years, streamlining the database load process. The intuitive Load Wizard available with
Hummingbird Genio facilitates the implementation of the bulk loaders and provides users with
complete flexibility to configure Teradata external bulk loaders. Users can define mappings between
text files and Teradata tables, set options regarding the use of the loader, generate control files,
and create Hummingbird Genio objects to use the control files.

What is Hummingbird BI"?

Hummingbird BI is a powerful business intelligence solution that enables users to access, analyze,
and report on enterprise information faster. Hummingbird BI is a fully integrated and scalable
solution that provides enterprise-strength query, reporting and OLAP functionality for desktop
and Web-based users. Hummingbird BI allows for query and reporting on information stored in
transactional databases, data marts, data warehouses, and enterprise resource planning (ERP) systems.

Featuring a highly intuitive interface and ease of administration, Hummingbird BI provides
centralized administration for all users from a single server, utilizing the same content, security,
and user profiles. It even allows mobile knowledge workers using Palm OS-driven devices to access
reports from virtually anywhere. Hummingbird BI enables users to better understand their business
by providing rapid, dynamic, and accurate access to business information.

With native connectivity to Teradata databases, centralized administration, and a central data
repository for both desktop and web-based users, Hummingbird BI is the best solution to deploy
business intelligence functionality to the widest audience. Once the Teradata warehouse environment
has been established, key decision makers and knowledge workers are free to run simple to complex
queries, generate high-resolution reports, conduct real-time analytical processing, and publish their
findings to authorized users.
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Hummingbird BI is comprised of four components. BI Web™ is a thin client solution that provides
query, reporting, and OLAP capabilities over the Web. BI Query™ handles enterprise query and
reporting on the desktop. BI Analyze™ is a desktop OLAP application for multidimensional analysis
of corporate data. Finally, BI Server," an enterprise application server, provides security, scheduling,
distribution, notification, and centralized administration services for all of Hummingbird BI.

What is Teradata?

Teradata is a highly scalable parallel database, offering 100 per cent linear scalability that supports
thousands of tables, and billions of rows. Teradata is very easy to manage, does not require a large
number of DBAs, and therefore offers a very low total cost of ownership.

The Teradata database is targeted at companies in retail, banking, telecommunications, airlines,
transportation, insurance, manufacturing, energy, and e-Business — industries that have very
large volumes of data and large numbers of users requiring access to databases ranging in size
from 10 Gigabytes (GB) to greater than 100 Terabytes (TB). Teradata provides organizations with
the foundation for a data warehouse solution that accesses data from the database, and makes
it available to all in the organization that require it.

Teradata provides data warehousing that supports both traditional strategic decision-making,
and tactical decision-making that requires frequent, if not near-continuous, online updating
of the data warehouse. The latter is supported through the Teradata Active Warehouse strategy.

The NCR MPP platform is designed around the “shared nothing” model, which is useful for growing
systems. When hardware components such as disk or memory are shared system-wide, there

is an extra tax paid, an overhead to manage and coordinate contention for these components. This
overhead can place a limit on scalable performance when growth occurs or stress is placed on the
system. Because a shared nothing configuration is able to minimize or eliminate the interference
and overhead of resource sharing, the balance of disk, interconnect traffic, memory power and
processor strength can be maintained. Because the Teradata database is designed around a shared
nothing model as well, the software is able to scale linearly with the hardware.

By having no single point of failure, Teradata ensures the high availability required by companies

operating in an Internet-enabled, e-Business environment, where organizations must be able

to access customer details quickly, in order to support call center operations, or web-based services.
It deploys a Redundant Array of Independent Disks (RAID) architecture, as well as other fault
resistant measures, so that if a node fails, other nodes take over the workload. Load balancing
capabilities ensure that the workload is distributed evenly throughout the system, and there

is dynamic failure detection and recovery.
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Primary Benifits of Hummingbird Genio

Hub-and-Spoke Architecture...

The thrust of universal data integration is obviously to address the need for a solution capable
of handling the many good reasons for moving data throughout the modern business enterprise.
Hummingbird Genio is designed with this premise in mind and is built around the cornerstones
of speed, efficiency, and ease of use. This is apparent from examining the product’s fundamental
architecture — the “Hub and Spoke”

For data warehousing projects, a central engine, or information broker, serves as the hub of the solution.
Its role in the solution is to automate and manage the flow of data — all extraction, transformation,
and loading processes. The hub can be thought of as a traffic controller of sorts, controlling the
movement of data from disparate sources and ensuring its safe, reliable arrival at the data warehouse
destination. Moreover, the engine serves to transform raw source data into valuable information
to be used by knowledge workers, decision makers, and other decision support system users.

Hummingbird Genio architecture is based on an extensible, component-based hub-and-spoke design.
The centralized engine and metadata repository comprise the hub; the data sources and targets,
between which the hub exchanges data, are the spokes. Unlike other hub-and-spoke Genio products,
Hummingbird Genio can optimize data management processes by leveraging the local database
capabilities and even bypass the hub altogether. This is critical in a large-scale Teradata data warehouse
where the DBMS engine is significantly more powerful than can be expected from a hub server,
and where the amount of data involved makes it prohibitive to always pass it through a central hub.

As opposed to point-to-point data transfer architectures, the hub-and-spoke design of Hummingbird
Genio connects source and target systems to a central hub. This greatly reduces the number
of required nodes in the data exchange network and also greatly increases overall performance.
Additionally, the hub-and-spoke architecture allows for greater flexibility, scalability, and reliability
as hubs can be mirrored to provide fault tolerance and system availability.

The Genio Repository can be hosted on a wide range of databases and acts as a central storage area
for source and target metadata, source and target interface mappings, business rules, transformation
rules, data validation rules, scheduling, and other information about the data exchange process.
Hummingbird Genio sources can be midrange systems, mainframes, Windows NT-based servers,
ERP and CRM systems, or even proprietary file systems.

The benefit of a hub-and-spoke architecture with a centralized and open repository is that organizations
can maintain full control of all data exchange processes, business rules, and metadata that make up
any and all projects within the enterprise. Since the business logic is stored in a centrally managed
repository for the entire Genio process, a developer can be sure that once a change is made,

it is propagated throughout the entire system. This enhances environment management and empowers
knowledge workers to make better, more efficient use of business intelligence and analytic applications.
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The alternative to the hub-and-spoke-based data exchange solution is for organizations to develop

separate hard-coded point-to-point interfaces using COBOL or SQL or shell scripts that patch together
systems for data integration or extraction, transformation, and loading processes for data warehousing.
Maintaining and modifying these “band-aid” solutions to meet changing organizational requirements

becomes unwieldy. The hub-and-spoke-based solution ensures efficient application integration by

providing reliable delivery of business messages in required formats while simultaneously managing

the extract, transformation, and load processes demanded by data warehousing projects.

...With Decentralized Process Execution

In order to avoid any potential bottlenecks at the hub, Hummingbird Genio is able to leverage the
database engine to execute processes. In addition, Hummingbird Genio is able to leverage the use
of Teradata’s high-performance loading utilities (FastLoad, MultiLoad, and TPump) on the source,
on an intermediate server where Hummingbird Genio resides, or on the Teradata target or any other
DBMS server. When the Genio Engine is chosen for data processing, then Hummingbird Genio can
stream the data directly into the Teradata loaders, eliminating the need to stage the data, a common
performance bottleneck.

The support for TPump, data streaming, and its flexibility in providing various forms of asynchronous
data transfers, make Hummingbird Genio an ideal tool for a Teradata Active Warehouse.

The range of options available with Hummingbird Genio provides users with great flexibility
and enhanced performance, making it very competitive with other solutions on the market, most
of which can execute only on the intermediate server and which usually require the data to be staged
to an intermediate flat file. Not only can processes be executed on any of the servers (NT or UNIX
where the transformation engine resides, or the source or target relational databases), but a native
multi-threaded architecture allows the tasks carried out by Hummingbird Genio to be scaled over
multiple physical servers for a hybrid solution. The following paragraphs describe the different
models that can be used to execute transformation processes.

1. Traditional engine-based Genio with staging

2. Traditional engine-based Genio with in-memory streaming

3. Leveraging source and target DBMSs to perform some transformations
4. ELT — Leveraging the Teradata DBMS to perform transformations

5. Loading directly from source DBMS into Teradata

6. Loading data from flat files on the Teradata server into the Teradata DBMS
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1. Traditional engine-based Genio with staging

In a traditional engine-based Genio tool, data is read from one or more data sources and brought
to the server on which the Genio engine is running. The data is then transformed in the Genio
engine. If the Teradata loader utilities are not supported then the data is transmitted one row
at a time to Teradata via ODBC or WinCLL. If the Teradata loader utilities are supported (and this
is the only feasible way to load Teradata!) then the data is staged to a disk-based flat file. Then the
appropriate loader (usually FastLoad or MultiLoad) is invoked which reads data from the staging
files and loads it into Teradata.

Transformation

* / >

—> Staged | Fastload
Data Multiload R

TPump

Source DB Hummingbird Genio Engine Teradata DB

Figure 1 — Traditional engine-based ETL with staging

Hummingbird Genio can be used in this way; however, in subsequent sections we will see that
in a Teradata environment there are a number of approaches one can take with Hummingbird Genio
to significantly improve performance.

2. Traditional engine-based Genio with in-memory streaming

Traditional Genio requires staging the data to disk on the server where the Genio engine is running.
This can result in very high I/O overhead, require a large amount of disk space, and complicate the
logistics since one must ensure that such disk space is available. To optimize performance and avoid
these problems using traditional Genio, Hummingbird Genio passes the data directly to the Teradata
loaders through memory, a process called “streaming.” Streaming is supported for all Teradata
loaders — FastLoad, MultiLoad and TPump.

Transformation

/

— ) I Streaming
through
memory
(no staging)

Source DB Hummingbird Genio Engine Teradata DB

Figure 2 — Traditional engine-based ETL with in-memory streaming
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3. Leveraging source and target DBMSs to perform some transformations

UNIX and Windows servers are getting more powerful all the time. However, they usually cannot
compare to the power of many DBMS servers, especially Teradata. Hummingbird Genio is able
to leverage the source and/or target databases by converting transformations into native SQL code
and having the DBMS execute this.

Using this approach, transformations are executed on up to three servers (actually more, since
there may be multiple source and/or target servers) — the source server, the server on which
the Genio engine runs, and the target server. Typically, aggregations are processed on the source
if it is possible, reducing the bandwidth required to move data on the network. In this model,
the data moving through Hummingbird Genio can either be processed in transit by Hummingbird
Genio or simply replicated (copied with no transformation) to the target. As with the previous
model, the Teradata loader utilities FastLoad, MultiLoad and TPump can be used, and if so,
then data can be streamed directly into the loader.

Transformation Transformation Transformation

- Sz FastLoad
through :
MultiLoad —>
femory TPum
(no staging) P

-

Source DB Hummingbird Genio Engine Teradata DB

Figure 3 — Leveraging source and target DBMSs to perform some transformations

4. ELT — Leveraging the Teradata DBMS to perform transformations

When the source and target are physically on the same server (or can be accessed from one another
through gateways for example), it is not necessary for the data to leave the server and transit through
Hummingbird Genio. This model is particularly effective with Teradata serving as both host
and target due to its Massively Parallel Architecture providing high-performance and high-volume
data transformation abilities. The Genio engine sends only SQL orders to Teradata (not data),
and the Teradata engine then takes care of the extraction, transformation, and insertion (or update)
processes. Since no network bandwidth is used, and since transformations are executed exclusively
by the high-performance Teradata server, this model significantly outperforms the previous ones.

This approach is used by the vast majority of organizations using Hummingbird Genio with
Teradata (sometimes in conjunction with other approaches). In fact, this approach has proven
so effective that Teradata has adopted a name for it — “ELT,” which indicates that data is loaded before
being transformed as opposed to traditional Genio where data is transformed first.

Using the ELT approach, data is usually initially loaded into staging tables in Teradata, and then
Hummingbird Genio generates (and instructs the Teradata DBMS to execute) the SQL code that
extracts the data from the Teradata staging tables and loads it into production tables while performing
transformations on the way. That said, one could also use this approach to extract from production
tables and load into other production tables, perhaps as part of a logical data mart within the
enterprise data warehouse.

"
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Transformation

-
e

Hummingbird Genio Engine Teradata DB Teradata DB

Figure 4 — ELT — Leveraging the Teradata DBMS to perform transformations

5. Loading directly from source DBMS into Teradata

If it is not necessary to transform the data in the Genio engine, and if versions of the Teradata
high performance load utilities (FastLoad, MultiLoad, and TPump) are available on the source
server/mainframe, then Hummingbird Genio can be used to facilitate direct transfer of data
from the source(s) to Teradata. This completely eliminates the need to move the data through the
Genio Engine. In this model, Hummingbird Genio is used to generate the load scripts (which may
optionally be edited). These scripts can then be transferred to the source server/mainframe via FTP
or other means. The Genio Scheduler or some other means is then used to invoke the scripts
at the appropriate time.

This model can also be combined with the previous one. That is, the data is transferred directly
from the source to the Teradata target, and then Hummingbird Genio invokes the Teradata engine
to process the data after its arrival at the Teradata database (i.e., perform the transformations
on the Teradata RDBMS).

Finally, if the source system is MVS then one can take advantage of the direct IBM Channel link
from MVS to Teradata. This allows even higher performance transfers as it eliminates the need
for data to be transmitted over the general purpose network.

Transformation Transformation

| FastLoad
MultiLoad

TPump

Hummingbird Genio Engine Source DB Teradata DB

Figure 5 — Loading directly from source DBMS into Teradata
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6. Loading data from flat files on the Teradata server into the Teradata DBMS

A special case of using Hummingbird Genio to generate the Teradata loader scripts occurs when
raw data files are transferred directly to the Teradata file system, i.e. on the Teradata computer
but not loaded into the Teradata DBMS. This is often done where data originates through a third
party (for example a subscription service) or from POS systems. Sometimes the customer
may choose to use a non-TPA node for this.

Hummingbird Genio supports this by generating the loader scripts as if the files were on a mainframe,
and executing the loaders on the Teradata machine. The advantage of having these files on the
Teradata machine, even on a non-TPA node, is that all data transfer takes place over the high-speed
BYNET. Once the loaders have done their job, then it’s time for the “ELT” approach. Again,
the objective is two-fold. First, avoid having to bring data over the general-purpose network to the
Genio engine. Second, use the much more powerful Teradata engine to perform the transformations
rather than the relatively slow server on which the Genio engine is running.

Transformation

Instruction

| FastLoad
Multitoad

TPump

Hummingbird Genio Engine Teradata System

Figure 6 — Loading data from flat files on the Teradata server into the Teradata DBMS

Summary of Transformation Process Modes

All of these modes can be combined in a Hummingbird Genio interface, and are defined using the
same graphical metaphor and the same programming methodology. The developer uses the Genio
Designer (see Flexible Development Environment) the same way whether the transformation occurs
on the engine or on a remote database, source, or target.

Even when the Genio transformation engine itself is not used, one still has the benefit of the other
productivity-enhancing aspects of Hummingbird Genio such as impact analysis, version control,
and metadata management. This allows one to control and maintain all data integration from
a single location.

Metadata Management

Metadata plays an important role in emerging e-Business models. With the evolution of business
intelligence, metadata serves as the bonding agent that ties the various tools and technologies
together on an enterprise level. A sound metadata strategy ensures seamless access, exchange,
and integration among various vendors’ business intelligence tools and repositories, maximizing
sharing and re-use of important metadata, and eliminating redundancy.

13
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Metadata secures the lineage of data, enabling knowledge workers to gain access to business rules,
and to understand where the data came from and how it has been handled to date, making the time
they spend on query and analysis activity more productive.

The metadata management component of Hummingbird Integration Suite, Hummingbird
Met@Data™ include Met@Data Studio, Met@Data Explorer, and Met@Data Server. Genio Met@Data
Studio allows database administrators to create customized views of metadata residing in the
Hummingbird Genio repository to be viewed by end-users over the Web. Met@Data Explorer
is a fully customizable, web-based solution designed to support the information search and analytical
needs of knowledge workers by providing access to all decision support metadata repositories
within an organization. Met@Data Server is an intelligent middle-tier solution with a driver-based,
plug-and-play architecture, that enables dynamic access to the rich variety of decision support
metadata stored within the enterprise.

Hummingbird metadata architecture incorporates standard technical metadata as well as the means
to create customized classes and templates. This facilitates the use of metadata created in either
Genio processes or in a customized semantic layer. By interconnecting these two elements,
the Hummingbird approach to metadata provides a sound documentation tool for data warehouses
and data integration projects. Hummingbird’s open, driver-based architecture makes it easy
to implement support for other repositories. This architecture is completely open to support
RDBMS repositories, as well as COM-based APIs to other vendor repositories.

From a technical standpoint, drivers communicate the contents of target repositories by delivering
information about available classes and attributes. With this functionality, designers can create tree
views harnessing meta-objects from different repositories and interconnect them with hyperlinks.
When querying or browsing, the Met@Data Server delivers requested data to end users in the
format defined in the metadata repository. This architecture provides knowledge workers with
up-to-date information from data sources without the loss of details that might happen while doing
data exchange or converting the meta-classes into intermediate formats.

With Hummingbird technology, end users not only have support for their front-end tools through
metadata exchange, but also a unified access to browse and query any metadata object within
disparate repositories that may or may not have a different architecture.
Hummingbird supports a wide variety of metadata including:
> Technical metadata — provides information on tables, columns, servers, modifications

to the preceding (history)

> Business metadata — details transformation rules, scripts, processes

> Production metadata — shows when table was refreshed, how many lines were modified
or added, how many errors were detected

> Customized metadata — can show attributes of Hummingbird Genio objects such as who
is responsible for a database. Customized objects can include such notions as sites, companies, servers
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Flexible Development Environment

Genio Designer provides a multi-user graphical environment to design, develop, and maintain data
transformation and exchange processes. The easy-to-use interface, graphical scripting environment,
and abundant use of Wizards in Genio Designer decrease training requirements and increase

productivity, resulting in a lower total cost of ownership of Hummingbird Genio.

Hummingbird Genio DataLinks provide native connectivity to most relational database systems
(e.g. Oracle, Informix, UDB, DB2 MVS, DB2 AS/400), many non-relational legacy systems including
VSAM, and IMS, and flat files on all platforms. Native support is also available to load the
multidimensional databases Essbase and Oracle Express. For other databases including Teradata,
native SQL is supported using ODBC in pass-through mode. Generic ODBC connectivity is available
for all other data sources and targets. Hummingbird Genio is able to access complex flat files such
as EBCDIC and XML, and can retrieve file structures defined in Cobol and PL/1 copybooks. Finally,
Hummingbird Genio understands the SAP file structure to facilitate extraction of data from SAP.
A complete list of supported sources and targets is in Appendix 1.

Reusability

Objects created in Genio Designer are stored in a centralized metadata repository, making them

available for re-use. Objects are developed once and deployed many times, providing data integrity
across the enterprise. The centralized development model of Hummingbird Genio eliminates the
need to re-code business rules, lookup tables, and custom functions for each new transformation

project — a common practice in many of today’s enterprises.

Tracking Changes

Hummingbird Genio provides the ability to track differences between the state of an object stored
in Genio Repository and the state of the same object as it exists in the remote database (physical
object in the source or target). Every change made to an object, whether it’s in a remote database
or in Hummingbird Genio, is stored and available. The administrator has the option to update
Hummingbird Genio with the current version of the object that exists in the remote database. This
allows Hummingbird Genio to always be consistent with data structures as they exist on remote sources
and targets, ensuring data accuracy and consistency in every data transformation and exchange process.

Impact Analysis

Managing the status of objects in real-time allows Hummingbird Genio to perform impact analysis
of changes. Genio Designer provides two impact analysis modes — immediate and deferred. In the
immediate impact analysis mode, Hummingbird Genio immediately checks the impact of a change
on an object and on all objects related to it. If the change impacts the integrity of an object, its status
is changed to ‘Invalid Object. In the deferred impact analysis mode, when an object is modified,
Hummingbird Genio changes its status to ‘Undefined Object’. Objects with this status can be verified
at a later time.
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Hummingbird Genio detects any modification made to a source or target data structure, eliminating
the risk of data corruption or failure during subsequent transformations. For example, if a source

application changes, impact analysis identifies what effect the change has on the data warehouse.

Hummingbird Genio’s impact analysis eliminates the need for developers to spend time manually
tracking down dependencies whenever a change is made. Hummingbird Genio provides a persistent
list of invalid and undefined objects, allowing developers to know the exact state of their metadata,
and the immediate consequence of making a change to it. This decreases the maintenance cycle and
increases developer productivity.

Procedural Scripting Language

Genio Designer provides a graphical scripting language, designed specifically for complex data
transformation, that supplies the transformation power typically found only in traditional 3GLs.
The language permits the use of loops, tests, variables, as well as IF, ELSE, THEN and CASE statements.

Hummingbird Genio provides user-friendly commands such as SmartInsert, designed to perform
row additions in tables with primary keys. SmartInsert performs an ‘insert’ by default, and switches
automatically to perform an ‘update’ if the row being inserted already exists in the target. Procedural
transformations can be performed on individual rows of data, on a set of rows, or on an entire table.

The ability of Hummingbird Genio to manipulate data on a row-by-row basis allows the development
of extremely complex transformations. The ability to support complex transformations directly within
the Hummingbird Genio procedural language is critical as it permits the full power of impact analysis.

Transformations that require coding outside of the Genio tool would not benefit from impact analysis.

Hummingbird Genio and Teradata Implementation
and Optimization Strategies

Connectivity to Teradata

SQL Pass-Through Method

Hummingbird Genio takes advantage of the Teradata engine by using ODBC pass-through technology.
Hummingbird Genio uses ODBC as a transport layer to pass native SQL statements and data
to the Teradata database engine. This connectivity can be used to load data into Teradata, read data
or execute any transformations.

Native SQL Grammar and Data Type Support

When it comes to SQL, Hummingbird Genio and Teradata speak the same language. When
Hummingbird Genio is communicating with the Teradata database, all SQL statements and data
are submitted using native Teradata SQL grammar and native Teradata SQL statements. The ODBC
driver does not have to translate anything. This permits the use of Teradata SQL extensions.
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Teradata Load & Unload Utilities

Teradata contains an integrated suite of host-based and client-resident data utilities that offer
tremendous efficiency, scalability and flexibility to help effectively deal with expanding data volumes.
With Teradata’s utilities, data can be loaded from and exported to other systems, regardless of whether
they are mainframe host databases, enterprise server databases or departmental data marts. Teradata
easily handles all volume levels with granularity, control, and a wide selection of utility choices.

The Teradata Load & Unload Utilities are a robust set of utilities that are fully parallel and have
automatic checkpoint restartability to make the load process smooth, efficient and highly reliable.
Select from mass loading or continuous feed methods for loading data into Teradata.

> FastLoad — Utility for fast, initial data load into a new table

> MultiLoad — Utility for fast update, insert, upsert and delete into 1-5 tables
> TPump — Trickle update, insert, upsert and delete

> FastExport — Fast data unload of data from tables

> BTEQ — Traditional execution of SQL for creating tables and reports

Loaders

FastLoad, MutliLoad, and TPump with or without Data Streaming

To optimize data loading, Hummingbird Genio provides interfaces with the Teradata loaders
FastLoad, MultiLoad and TPump. The Genio Load Wizard helps developers to define the control files
that will be submitted to the corresponding loader at execution time. The Load Wizard also provides
a graphical interface to define the loader scripts. However, if required, these scripts can be manually
edited to take advantage of any specific loader feature or to optimize its performance.

Versions of the Teradata loaders that run on many different platforms are available. Hummingbird
Genio supports their use whether they are running on a mainframe source, NT, or UNIX server
where the Genio engine is running, or on the Teradata server. This is important as some Genio
tools that claim to support the Teradata utilities only do so for versions running on the same server
that the Genio engine runs on, meaning the data must first be staged onto this server. This is often
impractical for large amounts of data.

When it is desirable to bring the data to the Genio server (in order to take advantage of the
transformation capabilities of the Genio engine), it is not necessary to stage the data to disk since
Hummingbird Genio allows data to be streamed directly into the load utilities through memory.
Not only does this provide for significant performance improvements, but it greatly simplifies
logistics since it is unnecessary to find a staging area for (potentially) many gigabytes of data.
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Though Hummingbird Genio does not provide native interfaces for FastExport, it is possible to use
FastExport to exchange data with Teradata. Hummingbird Genio provides external call facilities that
can be used to invoke FastExport processes.

Enhancing the SQL

Hummingbird Genio generates native SQL statements for Teradata. Hummingbird Genio knows the
syntax for most Teradata functions, and utilizes these definitions to generate native SQL statements.
However, if required, users can define their own functions and use them inside Hummingbird Genio.
‘SQL Extensions’ and ‘Procedures’ objects allow developers to reuse their user-defined SQL commands.

BTEQ Capabilities

Hummingbird Genio openness also provides the ability to generate BTEQ scripts. A Hummingbird
Genio library is available upon request to convert Hummingbird Genio processes into BTEQ scripts.
This feature is useful when a process must be triggered from a platform not supported by the Genio

engine (e.g. MVS platform).
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Hummingbird Genio Support for Teradata Active Data Warehousing

Data Warehousing has traditionally been used purely for strategic decision-making. This is evolving,
however, and it is becoming critical to also support on-the-spot tactical decision-making, for example,
about individual customers. NCR supports this through the Teradata Active Warehouse initiative.

An implication of this is that it is no longer sufficient to just load data at the end of the day

in a batch run — data must be continuously fed into the data warehouse. The TPump loader utility
is designed to facilitate this. Unlike FastLoad and MultiLoad that handle locking at the table level,
TPump handles locking at the row-hash level. This permits concurrent updates on the same table,
and combined with TPump’s built-in resource-governing and finer-grain restartability, allows TPump
to “trickle-feed” data into the data warehouse in near real-time while concurrent access is virtually
unaffected. Unlike FastLoad and MultiLoad, which are optimized for very large bulk loads, TPump
is optimized for updates that are small in comparison to the table size (keeping in mind that

an update of, say, 0.5% of rows in a 1-billion row table is still 5-million rows).

Hummingbird Genio supports Teradata Active Warehouse in several ways:

1. Hummingbird Genio generates TPump load-scripts through its GUI interface.
2. Data streaming permits data to pass directly to the TPump loader without first being staged.

3. Unlike traditional data warehousing where data warehouse refreshes are often done on a time-
scheduled basis, updating an active warehouse is typically near real-time — and is therefore
triggered externally and frequently. Hummingbird Genio supports this in several ways.

> Hummingbird Genio supports messaging systems such as IBM WebSphere MQ.
Through this mechanism, Hummingbird Genio can process any type of message
(such as from XML files which are fast becoming a prior standard) and extract
its content to populate the warehouse.

> An external event can be triggered through GenEvent, an application that is part
of the Genio toolset. External applications can send a message to GenEvent, which then
notifies the Genio engine of the need for action.

> There are various polling methods that can be utilized for Hummingbird Genio
to determine when data is available to be transferred. For example, Hummingbird Genio
can poll for the existence of a file on a mainframe, the modification date on the file, etc.

Configuring ODBC Drivers for Best Performance

ODBC is an established protocol that facilitates communication between a DBMS and an application that
complies with the ODBC standard. In addition to supporting the Teradata load utilities, Hummingbird
Genio can communicate directly with the Teradata RDBMS via the Teradata ODBC driver. Hummingbird
Genio uses ODBC as a transport layer and passes native Teradata SQL to the database engine. These
statements can be processed completely by the Teradata engine (ForAll statement) or can be used to move
data between the Genio engine and the Teradata engine. In a Teradata environment with large amounts
of data, throughput can be optimized by increasing the Maximum Response Buffer Size ODBC setting.
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Enhancing Data Processing Performance

The Genio interface to Teradata provides excellent read processing performance. The following
section describes alternatives to enhance performance of the default table operations. When insert,
update, and delete operations involve a small number of rows the Genio interface to Teradata
seamlessly carries out the operations. However, when many rows are involved, the default methods
can prove to be resource-intensive and inefficient. Many of the alternative enhanced-performance
methods use Teradata FastLoad to efficiently load Teradata table data from Hummingbird Genio.

1. Table Load Operation

Inserting rows into an empty table is referred to as a ‘table load’ Though the Genio interface

to Teradata inserts a single row at a time by default, this can prove to be slow and inefficient when
there are many rows to insert. Enabling Hummingbird Genio to perform fastloading with Teradata
FastLoad significantly enhances performance for this operation because multiple sessions to the
Teradata RDBMS are opened, pumping data into the RDBMS in parallel. Only the number of Access
Module Processors (AMPs) on the Teradata RDBMS limits the number of possible FastLoad sessions
(which can be manually limited in Hummingbird Genio using the SESSIONS option).

On the other hand, inserting one row at a time allows Hummingbird Genio to better react
to Teradata’s error checking and enforcement of referential integrity. For example, an error
log can be easily generated for any rows whose insertion fails.

If it is not necessary to utilize the transformation capabilities of Hummingbird Genio, i.e., if the source
database or Teradata target is capable of performing the transformations, then one can use the approach
where Hummingbird Genio generates the load script for the loader running on the source server.
Data is then transferred directly from the source to the target without passing through the Genio engine.
If the data must be processed by Hummingbird Genio, then the data streaming capability

of Hummingbird Genio can be used to load data directly into the loader without having to stage it first.

2. Table Append Operation

Inserting rows into a table that already contains data is referred to as a ‘table append. If there are many
rows to insert, inserting row by row is inefficient. To improve performance, it’s possible to leverage
Teradata loaders. One easy way to implement this solution is to use the Teradata MultiLoad utility,
the Teradata RDBMS mechanism for high-volume data appending. A second method consists of using
Teradata FastLoad and temporary tables. In this case, Hummingbird Genio will FastLoad data into
Teradata and then process the data inside the database engine to append these data to existing data.

Enhanced Performance Two-Step Append with FastLoad and ForAll Processing:
> Create temporary table

> FastLoad data into this temporary table

> Append data from temporary into target table

\%

Drop temporary table
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If it is necessary to load the data in near real-time, then the Teradata TPump utility can be used.
TPump is designed to optimize performance when the number of changes in a table is small
in comparison to the size of the table. In addition, TPump permits concurrent updates on the same
table, and allows continued concurrent access to the tables being updated without significantly
affecting query performance.

If it is not necessary to utilize Hummingbird Genio transformation capabilities, i.e., if the source
database or Teradata target is capable of performing the transformations, then one can use
Hummingbird Genio to generate the load script for the loader running on the source server. Data
is then transferred directly from the source to the target without passing through the Genio engine.
If the data must be processed by Hummingbird Genio, then one can use the Hummingbird Genio
data streaming capability to load data directly into the loader without having to stage it first.
Data streaming can be used with any of the Teradata loaders — FastLoad, MultiLoad and TPump.

3. Table Update and Delete Operations

Changing the value of one or more columns based on an optionally specified condition is referred
to as a ‘table update.” A ‘delete’ drops rows based on an optionally specified condition. By default
the Hummingbird Genio interface to Teradata updates and deletes one row at a time — this
is time consuming and not very efficient when many rows are involved. To enhance performance,
an explicit Teradata-specific SQL update or delete statement can be passed to the Teradata RDBMS
that then performs these operations in parallel.

Enhanced Performance Delete and Update:
> Create temporary table
> FastLoad data into this temporary table

> Update or delete existing data with temporary table data using join between
target table and temporary table

> Drop temporary table

Frequent table updates and deletes are commonplace in active data warehouse applications,

so Teradata’s TPump loader is often used for this. Hummingbird Genio supports the TPump loader
through a GUI interface. TPump is designed to optimize performance when the number of changes
in a table is small in comparison to the size of the table. In addition, TPump permits concurrent
updates on the same table, and allows continued concurrent access to the tables being updated
without significantly affecting query performance. When using TPump with Hummingbird Genio,
one can also take advantage of the ability for Hummingbird Genio to stream data directly into
TPump to avoid intermediate staging.
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4. Table Upsert Operation

A ‘table upsert’ updates rows in a table that match on a specified key. Any rows in the transaction
table that do not match a master table key are then appended to the master table. Hummingbird
Genio supports upsert capability through the Hummingbird Genio Smart-Insert command.
The corresponding Teradata RDBMS mechanism for high-volume upsert operations is the Teradata
MultiLoad utility. It’s also possible to use the FastLoad utility to provide the same capabilities using
different steps:

High Performance Multi-step Upsert Processing Using FastLoad

> Create temporary table

> FastLoad data into this temporary table

> Update existing data with temporary table data using join between target table and temporary table
> Append new data from temporary into target table using join between target table and temporary table
> Drop temporary table

As with updates and deletes, upserts are frequent operations in active data warehousing applications.
So, as described in the previous section on updates and deletes, Hummingbird Genio can be used
to load Teradata via the TPump loader and can utilize data streaming for faster throughput.

Reading High Volumes of Teradata RDBMS Data into Hummingbird Genio

Even when high volumes of data are involved, the Hummingbird Genio interface to Teradata

is designed to read Teradata rows as fast as possible using the ODBC interface. This action can also
be performed by the Teradata FastExport utility. This utility reads at a higher speed by opening
multiple channels to the Teradata RDBMS. The Hummingbird Genio interface to Teradata, like most
other products, uses a single channel. Using FastExport requires customization and is a complex,
multi-step process, unlike the seamless integration of the Hummingbird Genio interface to Teradata.
However, in situations where time is of the essence, users should consider using FastExport if they
routinely read gigabytes or terabytes of data from Teradata RDBMS tables into Hummingbird Genio.

To use the FastExport utility, the user must write a FastExport script. The script submits the user’s
query to the Teradata RDBMS and fetches data on multiple channels. Data is output to a ‘flat file’
on the client machine where FastExport and Hummingbird Genio run. Users must write customized
Hummingbird Genio code to read these flat files.
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Rapidly Loading Data Inside Teradata

Teradata users have several alternatives to select from when loading and refreshing huge amounts

of data into a Teradata RDBMS.

For adding rows to Teradata RDBMS tables

Method Characteristics

> Teradata FastLoad Utility >

>

>

\%

> Teradata MultiLoad Utility

> Teradata TPump Utility >

Populates empty Teradata RDBMS tables
Locks Teradata tables

Leverages Teradata MPP architecture
Simple to implement

Optimized for adding large numbers of rows to existing tables
Appends data to existing Teradata RDBMS tables
Leverages Teradata MPP architecture

Simple to implement

Optimized for small number of rows

(in comparison to overall table size)

Appends, modifies or deletes data in existing Teradata RDBMS tables
Row-hash locks permit concurrent updates and access

Leverages Teradata MPP architecture

(no limit to concurrent TPump instances)

Resource governing

Simple to implement
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For refreshing Teradata RDBMS tables

Method Characteristics
> Teradata MultiLoad Utility > Optimized for large number of rows (in comparison to overall table size)
> Appends data to existing Teradata RDBMS tables
> locks Teradata RDBMS tables
> Leverages Teradata MPP architecture
> Simple to implement

> Teradata TPump Utility > Optimized for small number of rows
(in comparison to overall table size)
> Appends, modifies or deletes data in existing Teradata RDBMS tables
> Row-hash locks permit concurrent updates and access
> Leverages Teradata MPP architecture
(no limit to concurrent TPump instances)
> Resource governing
> Simple to implement

> Two Step Append > Appends data to existing Teradata RDBMS tables
using FastLoad > Leverages Teradata MPP architecture
> Allows transformation process during loading

Loading and Replenishing Teradata Warehouses from ERP and CRM Systems

ERP and CRM systems are typically implemented on top of standard RDBMS systems. In some
ERP and CRM systems, the organization of the RDBMS tables is fairly complex, making extraction
difficult. One of the most complex is SAP R/3 where extracting and transforming data for use
in a data warehouse has traditionally been a complex and time-consuming task.

Hummingbird Genio™ MetaLink for SAP R/3 provides the ability to access information stored in SAP
applications. Hummingbird Genio MetaLink for SAP R/3 provides an intuitive graphical environment
for mapping and transforming data from R/3 systems to Teradata data warehouses or other data

stores. MetaLink achieves this by accessing the data at the logical level by traversing the internal SAP

meta-tables. Access is provided for all SAP tables, including transparent, pool and cluster tables.
Users can also view SAP data within the tables using the intuitive Genio MetaLink interface.
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Hummingbird Genio understands the SAP R/3 data structure, enabling it to locate, filter, and extract
appropriate information and share it with external analytical environments. With respect to logical
data tables, this means the ability to recognize the complex storage structure, locate, and extract
information, and load and replenish Teradata tables with SAP R/3 information. Often, this involves

accessing pool and cluster tables, and combing them for appropriate or desired data.

In the popular CRM system, Siebel, the data structures are substantially simpler than those of SAP
R/3, so Hummingbird Genio can extract information from Siebel without a MetaLink interface.

Support for Non-relational Legacy Data

Hummingbird Genio allows access to various non-relational sources such as VSAM, IMS, KSDS,
and ESDS files, MVS Tape, AS/400 logical files, and flat files from any platform.

Primary Benefits of Hummingbird BI

Hummingbird BI is a comprehensive business intelligence solution designed with organizations’ decision
support needs in mind. Ease of use, centralized administration, scalable architecture, and a flexible
pricing model, ensure organizations a business intelligence solution at the lowest cost of ownership.
A simple, graphical interface provides Hummingbird BI users with an intuitive and easy-to-use
workspace from which they can analyze the enterprise’s information for more effective decision-making.

Simple Interface for Ad Hoc Querying

The unique graphical interface of Hummingbird BI offers ease of use for ad hoc querying. The data
models (graphical representation of underlying database structures) utilized by BI Query are the key
to the simplicity of ad hoc querying. No matter how complex the question users can easily create ad
hoc queries, complete with qualifications and prompts, for answers to individual business problems.
Users can easily create, save and publish new queries, select attributes and joins, apply aggregates,
and qualify and sort on attributes.

Ready Made Reports with Wizards

Powerful reporting capabilities allow BI Query users to create meaningful reports with great ease.
BI Query can produce reports that contain data from multiple sources presented in a variety

of styles — crosstabs, charts, tables, rich text, OLE objects — in the same session. Users can easily
overlap, nest, or tile objects with a few mouse clicks. Report wizards make creation of charts, tables,
and crosstabs a breeze.
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BI Server — Scalable Enterprise Architecture

Where data intensive, high-volume business intelligence requirements are involved, scalability

is an issue. Persistence is key for any business intelligence session because the user needs
an unbroken connection to services handling connectivity, query processing, and security.
A persistent session means faster performance of business intelligence tasks and much less chance
of losing data. Conversely, data in an impersistent session is returned much more slowly and may
even be lost as it is passed from secondary processes through the server to the client.

BI Server is a middle-tier application server designed from the ground up to serve both Web clients
and desktop clients from a common set of services and a common content repository. BI Server offers
IT a centralized, single point of administration for both desktop and Web clients. This server-based
architecture offers faster performance on the Web, better scalability, better cross-platform support,
and centralized management of the entire business intelligence environment. BI Server ensures
persistent connections by distributing the load among several servers, to meet the growing user demand
for business intelligence in an enterprise. Application services can be offloaded to support servers,
increasing scalability in high performance, high-load environments, and optimizing performance.

Easy-to-Deploy, Scalable Web Solution

Packed with powerful query, reporting, and analysis functionality, BI Web offers an easy-to-deploy,
scalable, web-based decision support solution. Designed with ease-of-use in mind, BI Web satisfies
the needs of both power users and casual business users from a familiar browser-based interface,
providing users with both DHTML-based static reporting and Java-based interactive reporting
capabilities. BI Web enables reporting, on-the-fly PDF report generation, ad hoc queries, data model
viewing and navigation, and easy access to OLAP data sources. Data models, reports, etc.,

are the same for both the thin client and the desktop client.

With BI Web, users can create ad hoc queries, complete with qualifications and prompts,
for answers to individual business problems. Users can easily create, save and publish new queries,
select attributes and joins, apply aggregates, and qualify and sort on attributes.

Easy access to OLAP Data Sources enables BI Web users to access and analyze multidimensional
data sources. Users can explore data, discover patterns and relationships and reveal the answers
to business questions. An intuitive graphical interface allows BI Web users to drill up and down,
perform drag-and-drop pivots, filter and sort.

Centralized Security and Administration

To safeguard corporate data sources, BI Server allows for customized security profiles to be set for
everyone in the enterprise according to a user’s identity as an individual, membership in a particular
group, or business role within the organization. This makes it possible to build a single data model
and serve out different views of the model to different users.
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A user can specify precisely who gets to see a report, query, or HyperCube based on the BI Server
user, group and role security model. For instance, a regional sales manager can distribute an interactive
report to the vice president of North American sales (a single user), the VP’s subordinates in the regional
sales office (a group), and all other regional managers (a role).

Advanced Distribution and Scheduling

BI Server scheduling, distribution and notification services allow Web and desktop users to schedule
reports and queries, and allow HyperCubes to be refreshed at a given time, for instance right before
a weekly performance review. Scheduling queries, reports or cube refreshing for off-peak hours
maximizes database and server performance. Scheduled jobs can be triggered when a given event
occurs in the data. For example, if sales figures for a given period are projected to fall below
the target, a report can be automatically generated at a predetermined time to give sales personnel
advance notice that they stand to miss quotas.

Distribution and notification routes include:
> Personal Portfolio — this is the default method of distribution for Web publishing

> E-mail — Any e-mail client supporting SMTP (Simple Mail Transfer Protocol),
MAPI (Messaging API), or VIM (Vendor Independent Messaging)

> Printing — Reports and results can be sent to any network printer
> FTP

To avoid large or low priority queries from taxing the system, enforced query scheduling can be
applied to particular users, groups of users or from a specific data model. This will cause the queries
to run at a pre-determined low-load time rather than being submitted immediately to the database.

Exception-Triggered Events

Exceptions can be set on any given value in a report that triggers other scheduled events. BI Server
monitors values in the data warehouse and triggers queries, reports, or other actions are met.
This eliminates the need for scripting or third party applications for timely notification of relevant
business trends.

Enterprise Enabled

Enterprise information management systems encompass a wide array of enabling technologies
that can securely and effectively deliver vital information to anyone, anytime, anywhere,
and on any device. These enabling technologies include, enterprise information portals, knowledge
management, information retrieval and search, document/content management, collaborative
computing, workflow/business process management and business intelligence.

Hummingbird BI is an integral part of the Hummingbird Enterprise]" as it provides reporting
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and analysis tools to facilitate the 360" view of an enterprise. Many organizations already have some
form of business intelligence (BI) solution in place. Standard query and reporting toolsets,
data mart, and data warehouse initiatives have been a major business focus for more than a decade
now. However, these solutions are often department level, regional, and disjointed.

Hummingbird BI provides companies with a solution that can be deployed enterprise-wide and
incorporates information from all systems across the organization, offering interoperability with
components of the Hummingbird Enterprise, such as Hummingbird DM™ and Hummingbird Portal™

Enhanced Integration Between Hummingbird BI
and NCR Teradata

Connectivity to Teradata

Native Connectivity through CLI

For superior performance Hummingbird BI provides native connectivity to Teradata through
the Call-Level (CLI) Interface.

x|

DEMS: ! Teradata j
Connection: | Cli =l

Connectivity through 0DBC
In addition to native connectivity through CLI, Hummingbird BI also provides connectivity through
the Teradata ODBC Driver.
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Estimating Teradata Resources When Querying

When querying a Teradata database, users can obtain information about a standard query before
they send it. In Teradata terminology, this is the EXPLAIN modifier. BI Query supports EXPLAIN
through the Estimate Resources menu item. BI Query displays information about the length of time
it will take to return the results of a query, as well as details about the database resources the query
will use (for example which tables the query will use and how many times the same table will
be used), in a separate window.

The query estimator helps users effectively plan queries and determine if the query will return
the desired results. For example, by determining how a query will use the database, a user can
restructure it to perform the same functionality more efficiently. This feature can’t be applied
to queries that have been filtered or combined.

To estimate Teradata resources:

> Formulate or load a query

> Connect to Teradata

> Choose Query>Estimate resources

@r}uesy: Untitled

first_name + "' + Staff_S.last nemel
w.my IN ['Ausllaia‘ 'Frmce ‘Germany’, ’Spm' ‘U ) and

Customizing the SQL

To take advantage of the specific power of Teradata, Hummingbird BI enables the modification
of the SQL string generated by BI Query at the time the query is formulated.
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Appendix | — Connections Supported by Hummingbird Genio

Native Native Native Generic

Connectivity sQL1 Loaders 0DBC
> Teradata V2R4.x, V2R5.x v v Vv
> Microsoft Access Vv v Vv
> Microsoft SQL Server J J v

(6.5+, 2000)

> Qracle vV v Vv
> Sybase ASE vV Vv
> Sybase SQL Anywhere vV Vv
> Sybase 1Q Vv v vV
> |BM UDB Vv v Vv
> |BM DB2 (S ) vV Vv
> |BM DB2/400 Vv Vv Vv
> [BM MVS Vv v Vv
> Informix Vv v Vv
> Others v

TNative SQL interfaces use ODBC in pass-through mode. Hummingbird Genio generates native SQL and DBMS-specific SQL extensions can be used.

Client Platforms:
Windows 2000
Windows XP
Windows 2003

Server Platforms:
Windows 2000, XP, 2003
Sun Solaris 8, 9
IBM AIX 4.3, 5.x
HP-UX 11, 11i

Metadata Repository Platforms:
MS SQL Server 7, 2000
Oracle 8i, 9i, 10g
Sybase Adaptive Server 11.x, 12.x
Sybase SQL Anywhere 7.x, 8.x, 9.x
IBM UDB 7.x, 8.x
Informix 7.3.x, 9.x

Native, Direct Population of Multi-dimensional Databases:
Hyperion Essbase 5.x, 6.x
Oracle Express 5.x, 6.x
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Bi-directional Connectivity with File Formats:
Delimited Text files, Fixed Text files
AS-400 Flat files
XML files
Standard Flat files (Cobol)

Palm OS compatible JFile, JfilePro

Bi-directional Connectivity with RDBMS:
Microsoft SQL Server 7, 2000 (Native SQL, ODBC)
Microsoft Access 2000, 2002 (Native SQL, ODBC)
Oracle 8, 8i, 9i, 10g (Native, ODBC)
Informix 7.3.x, 9.x (Native SQL, ODBC)
Generic ODBC
Sybase Adaptive Server 11.x, 12.x (Native, ODBC)
Sybase IQ 12.x (Native SQL, ODBC)
Sybase SQL Anywhere 7.x, 8.x, 9.x (Native SQL, ODBC)
Teradata V2R4.x, V2R5.x (Native SQL, ODBC)
IBM UDB 7.x, 8.x (Native SQL, ODBC)

Metalink Supports:
SAP R/3 (4.x)
SAP BW 1.2, 2.0, 3.0
SAP IDOC (4.x)
Sybase PowerDesigner 6.x, 7.x
Computer Associates Erwin 3.5

Mainframe Connectivity (Native, ODBC):
IBM DB2 AS400
IBM DB2 MVS, 0S/390, Z/OS
IBM IMS
Adabas
VSAM
Natural
CICS

Appendix Il — Glossary of Teradata Terminology

AMP

Access Module Processor. An instance (virtual processor) of database management data
(tables, rows, indices) with their associated data manipulation processes and their data context
(Transaction in Progress table, lock information, disk access information).

BTEQ

Basic Teradata Query. A host-resident application program that enables a user to execute a series
of Teradata SQL requests in either batch or interactive mode. BTEQ can read from or write to host
data sets and use more than one Teradata session.
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CLI
Call Level Interface.

Data streaming

The process of sending data to a Teradata loader through memory without having to stage
the data to disk.

Genio

Extract, Transform, Load. Data extraction, transformation, and loading tools are widely used
in such information technology initiatives as data marts and warehouse projects, online analytical
processing (OLAP) cubes, enterprise resource planning (ERP) data sharing, and other distributed
data applications.

FastExport
Fast data unload of data from tables.

FastLoad
Fast Data Load utility. A program that loads empty tables on the Teradata RDBMS with data
from a network-attached or channel-attached client. (Terabuilder Reference)

Join
In Teradata SQL, a select operation that combines information from two or more tables
to produce a result.

Macro (Teradata SQL Macro)

A macro consists of one or more statements that can be executed by performing a single statement.
Each time the macro is performed, one or more rows of data can be returned. Performing a macro
is similar to performing a multi-statement request.

MPP System
Massively Parallel Processing System. Multiple SMP nodes that are connected by the BYNET
to form a larger configuration.

MultiLoad
A Teradata utility for fast update, insert, upsert, and delete into 1-5 tables.

OLAP

On-line Analytical Processing. OLAP is a technology that enables analysts, managers and executives
to gain insight into data through fast, consistent, interactive access to a wide variety of possible
views of information that has been transformed from raw data to reflect the real dimensionality

of the enterprise as understood by the user.

OLAP is implemented in a multi-user client/server mode and offers consistently rapid response
to queries, regardless of database size and complexity. OLAP helps the user synthesize enterprise
information through comparative, personalized viewing, as well as through analysis of historical
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and projected data in various “what-if” data model scenarios. This is achieved through use
of an OLAP Server.

Parsing Engine
The parsing engine receives SQL commands from the user or client application and breaks
the commands into sub-queries, which are then passed on to AMPs.

TPump
Trickle update, insert, upsert, and delete or data. Provides near real-time loading of Teradata warehouse.

Appendix Il — Additional Resources

Hummingbird Publications

Hummingbird Genio® Data Sheet

Hummingbird BI™ Data Sheet

Hummingbird Solutions Optimize Teradata Data Sheet

NCR and Hummingbird — Turning Information into Business Intelligence with Ease
Hummingbird Genio” Solutions for SAP Data Sheet

Hummingbird Genio® Solutions for SAP — A Hummingbird White Paper

Other Publications
NCR shines spotlight on Teradata — AMR Research Alert on e-Business Technology

Teradata NCR — Butler Group Research Paper

Websites

www.hummingbird.com
www.teradata.com
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